RISC, Reduced Instruction Set Computer.

CISC, Complex Instruction Set Computer.

The IBM 360 and all other mainframes, DEC VAX, Intel 80x86, and Motorola 680x0 are examples of CISC machines.

Examples of RISC machines are IBM 801 minicomputer, VLSI RISC chips such as RISC I, RISC II and MIPS (1984-), and PowerPC (601, 603, 604, 620).  The PowerPC architecture was developed in the early 1990s in a joint effort by the IBM, Motorola, and Apple companies, designed to meet the requirements of personal computers and workstations, as well as to be suitable for multiprocessor machines.

A complete RISC CPU may include several instruction, integer, and floating-point units to increase the potential of parallelism.  Using multiple units  and pipelining, it is possible to produce very powerful processors. Since fetching and execution of several instructions can be overlapped in a pipelined processor, an effective execution rate of several instructions per clock cycle can be achieved. Processors that execute instructions at a rate exceeding one instruction per clock cycle are called superscalar 
processors.

The Motorola 680x0 and the Intel 80x86 families have all CISC architecture but the versions currently in use, such as the Motorola 68030/40 and the Intel 80486, Pentium, and P6, use many of the organisational features present in RISC processors.  

The Intel 80486 was one of the first chips to contain 1 million transistors, roughly the same number as in 68040.  This enabled the chip to have both integer and floating-point processing units and an 8k-Byte cache. In 80386-based computers, the same capability is achieved by using a co-processor chip. 

To achieve high performance, the 80486 exploits parallelism and pipelining to a considerable extent.  Both the integer unit and the floating-point unit can execute instructions in parallel.  Execution of frequently used instructions requires fewer clock cycles than in the 80386; those that load and store data or perform register-to-register operations require only one cycle.  Thus, although the design of the 80486 has performance features similar to those found in RISC processors, the well-established 80386 instructions were retained.  Thus, the 80486 is compatible with the previous processors in the 80x86 family and can use existing software and interface devices.

The Pentium processor is also in the 80x86 family.  It has 3 million transistors on chip, and its computational power is over twice that of the 80486 on integer-intensive benchmark programs and about five times that of the 80486 on floating-point-intensive benchmark programs.  The computational power of the Pentium, averaged over integer and floating-point benchmarks, is about two-thirds that of the PowerPC 601, which was the first chip in the PowerPC family. 

As mentioned before, the Pentium processor is a CISC architecture that achieves high performance by using many of the organisational features present in RISC processors, as is done in 80486 to the lesser extent.  In particular, split on-chip caches of 8K-bytes each are used for instructions and data. This Superscalar processor, supported by multiple, pipelined operation units, can issue two instructions per clock cycle. A 64-bit wide  external data bus allows caches to be rapidly loaded from main  memory. The caches are two-way associative, with 32-byte blocks. Three independent, pipelined, operational units are included – two for integer operations and one for floating-point operations. Each integer pipeline is five stage deep, and each floating-point unit has eight stages.

The Intel P6 is the latest processor in the 80x86 family.  At a clock rate of 133 MHz, it provides about twice the performance of a 100 MHz Pentium. 

Superscalar operation is provided by multiple execution units, including two for integer operations and one for floating-point operations. A major performance-enhancing feature of the P6 is its ability to execute instructions in an order different from that specified in the program fetched from memory. This feature allows more instructions to be executed in parallel, additional control logic is provided to ensure that the resulting computations specified by the program are correct.  Dynamic branch prediction is implemented in the P6, as in the Pentium.  This capability allows the processor to look far enough ahead in the instruction stream to take advantage of parallel execution.

The PowerPC 620  processor implements the full 64-bit architecture and supports superscalar performance. It is targeted for high-end desktop computers, work-group servers, transaction processing, and multiprocessor systems.

The 620 processor has six independent execution units, and up to four instructions can be completed in one clock cycle. The actual rate of processing instructions in a particular program is enhanced by the processor’s ability to execute instructions out of order, as in the Intel P6. 

Designing a RISC machine has five steps:

1. Find the key operations in the application.

2. Design an optimal data path for the key operations.

3. Write instructions that perform the key operations using the data path.

4. Add new instructions only if they do not slow down the machine.

5. Repeat this process for other resources.

In the first step find out what the intended programs actually do- what languages (compilers) are to be used and what sort of programs to be written in these languages.

The data path , being the heart of any computer, includes  the registers,  the ALU,  and  the buses connecting them,  should be optimised for the language or application in question.  The data path cycle time should also be made as short as possible.

The next step is to design machine instructions that make good use of the data path.  Only a few  instructions and addressing modes are typically needed. Additional instructions should only be added if they will be frequently used and do not reduce the performance of the most important ones.


Sacrifice everything  to reduce the data path cycle time.

The same process should be repeated for other resources  within the CPU,  such as cache memory, memory management, floating-point processors etc.

RISC machines can differ from their CISC counterparts in eight critical ways:

	               
	                RISC
	                     CISC

	1
	Simple Instructions taking one cycle
	Complex Instructions taking multiple  cycles

	2
	Only LOAD/STORES reference memory
	Any instruction may reference memory

	3
	Highly pipelined
	Not pipelined or less pipelined

	4
	Instruction executed by the hardware
	Instructions interpreted by the microprogram

	5
	Fixed format instructions
	Variable format instructions

	6
	Few instructions and modes
	Many instructions and modes

	7
	Complexity is in the compiler
	Complexity is in the microprogram

	8
	Multiple register set
	Single register set

	
	
	


Pipelining:

The speed of execution of programs is influenced by many factors. One way to  improve performance is to use faster circuit technology to build the processor and the main memory. Another possibility is to arrange the hardware so that more than one operation can be performed at the same time.  In this way, the number of operations performed per second is increased, even though the elapsed time needed to perform any one operation is not changed.

Pipelining is a particularly effective way of organising parallel activity in a computer system – or any other system for that matter.  The basic idea is very simple. It is 

frequently encountered in manufacturing plants, where pipelining is commonly known  as an assembly line operation.  For example, in car manufacturing, the first station in an assembly line may prepare the chassis of a car, the next station adds the body, the next one installs the engine, and so on. While one group of workers is installing the engine on one car, another group is fitting a car body on the chassis of another car, and yet another group is preparing a new chassis for a third car.  It may take days to complete work on a given car, but it is possible to have a new car rolling off the end of the assembly line every few minutes.

When the idea of pipelining is used in computing, the processor may have several units, each unit carrying out one of the task of: fetching, decoding, executing, or writing the instruction, as follows:

Fetch (F): read the instruction from the memory.

Decode (D): decode the instruction and fetch the source operand(s).


Execute (E): perform the operation.

Write (W): store the result in the destination location.

The sequence of events for this case is shown in the next diagram.  Four instructions are in progress at any given time.  This mean that four distinct hardware units are needed.  

Bus Cycle

	 1
	  2
	  3
	  4
	  5
	  6
	  7
	  1


Instruction 1

	F1
	D1
	E1
	W1


        Instruction 2

	F2
	D2
	E2
	W2


                        Instruction 3

	F3
	D3
	E3
	W3


 
                    Instruction 4
	F4
	D4
	E4
	W


With a four-stage pipeline, the rate at which instructions are executed is four times that of sequential operation. It is important to understand that pipelining does not result in individual instructions being executed faster; rather, it is the throughput that increases, where throughput is measured by the number of instructions per second whose execution is completed.

Pipelining makes it possible to execute instructions in parallel. At the same time, it enforces correct sequencing of operations when dependencies are present. Multiple units are used in the same pipeline stage.  For example, several arithmetic and logic operations can proceed in parallel, provided they do not depend on each other. One example of multiple execution units in high-performance processors is the use of separate integer and floating-point  units.

Superscalar Operation:

With multiple execution unit, an average of more than one instruction is executed per clock cycle.  For this to happen, the processor must be able to fetch and decode two or more instructions at a time.  The data paths, particularly the register files, must allow multiple registers to be accessed simultaneously to keep data flowing to and from all execution units. Most importantly, the compiler must be able to arrange program instructions to take maximum advantage of the available hardware units. Combined these features allow several instructions to be completed per clock cycle. Processors that have this capability are called superscalar  machines.

Memory Management Unit (MMU) , the hardware component that manages virtual memory systems. Typically, the MMU is part of the CPU, though in some designs it is a separate chip. The MMU includes a small amount of memory that holds a table matching virtual to physical addresses. All requests for data are sent to the MMU, which determines whether the data is in or needs to be fetched from the mass storage device. If the data is not in memory, the MMU issues a page fault interrupt. 
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Virtual Memory
                          Main Memory (DRAM)




                                      Address Space

An imaginary memory area supported by some operating (for example, Windows, but not DOS) in conjunction with the hardware (MMU). You can think of virtual memory as an alternate set of memory addresses. Programs use these virtual addresses rather than real addresses to store instruction and data. When the program is actually executed, the virtual addresses are converted into real memory addresses. 

The purpose of virtual memory is to enlarge the address space, the set of addresses a program can utilize. For example, virtual memory might contain twice as many addresses as memory . A program using all of virtual memory, therefore, would not be able to fit in main memory all at once. Nevertheless, the computer could execute such a program by copying into main memory those portions of the program needed at any given point during execution. 

To facilitate copying virtual memory into real memory, the operating system divides virtual memory into pages, each of which contains a fixed number of addresses. Each page is stored on a disk until it is needed. When the page is needed, the operating system copies it from disk to main memory, translating the virtual addresses into real addresses. 

The process of translating virtual addresses into real addresses is called mapping. The copying of virtual pages from disk to main memory is known as paging or swapping. 
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Explain  the  difference  between

paging  and  segmentation.

How does paging and segmentation of Intel 80386 operate?  

Explain how  paging  manages to protect one process from another in a multi-tasking system.

Linear virtual memory.

Programmer  can write a very large

program,  say  occupying  0  to 232 
locations  but the real  memory is 

only  0 to 220 locations.

The program is stored  on disk.

When the program is run part of  it

is loaded into the main memory.

Execution of  the  program  lines  

continue  until a  section  to  be

executed  next,  are not in the main.

The MMU  reads  that  section  from

disk and swap it with a section, no

longer required in main and so on... 

Virtual Memory

A technique used by the OS and MMU to automatically move program and data blocks into the physical main memory when they are required for execution.

If the executing program needs a block that is not currently in main, it is read from the disk. If main memory is full, one of the blocks in the main is swapped out to the disk to make room and the required block is swapped into main.

Three methods are used in moving and swapping the blocks:

1- 
To swap segments



(Segmentation)

2- 
To swap fixed-length pages  

of 4 Kbytes
(Paging)

3- 
A mixture of 1 & 2...



Divide the programs in 




64K Segments and then 



divide the Segments into 



4K pages for swapping.

Paged Virtual memory


- 
overall program reside on disk.


- 
divided into equal (typically 



4K) blocks,
 called pages.

When run

- 
the first few pages of the 




program is moved into the 



main.


- 
if other pages required and not 


in the main they are read from 


disk or swapped.


- pages in the main memory have 

  equal sizes as the virtual pages.

To fetch or write:
The virtual or logical address from the CPU is interpreted as a VPN and an offset.  

A page table keeps the information regarding each page in memory.

The starting address of the page table is kept in a page table register. 

By adding the VPN to the content of this register the PPN is obtained.  

The offset is added to the PPN to  form the required physical address.

Segmentation:

Program is divided into modules of code, data and stack.

Main memory is also divided into segments for code, data and stack, each having a name (pointer to a block in main).

Physical address is calculated by  combining this pointer with an offset.

Advantages: 

Segments correspond to the code and data structures in the program, swapping is easier.

Disadvantages: 

it can become very large, slows down the execution. It is hard to fit variable sized segments in memory.
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Serial Interface

An interface, that can be used for serial communication, in which only 1 bit is transmitted at a time. 

Most serial ports on personal computers conform to the RS-232C or RS-422 standards. A serial port is a general-purpose interface that can be used for almost any type of device, including modems, mice, and printers (although most printers are connected to a parallel port). 

Serial Data Transmission- 

The Serial Port and RS232C
An 'H' in ASCII is represented by hexadecimal 48, 01001000 in binary, it therefore occupies 1 byte, has 8 bits, and can be transmitted on a data bus as a series of 1's and 0's (+5 and 0v pulses). Within a computer bytes are always moved around in the fashion - as parallel synchronous signals. Parallel transmission of signals only works over short distances - the faster the signal the more difficult it becomes to work with parallel transmitted electrical signals. In order to transmit information over large distances, it needs to be converted into a serial signal by the transmitter:









1 wire for serial signal







(one bit at a time)




8 wires for parallel signal 

(one byte at a time)

and back into a parallel signal at the other end for the receiving computer. To do this we use a special peripheral chip called a UART (Universal Asynchronous Receiver Transmitter), it is also sometimes called an ACIA (Asynchronous Communications Interface Adapter). For Intel microprocessors the chip number is either 8250 or 16550. Older computers will use the 8250, modern ones the 16550 (or a related chip). The UART takes the parallel data bits and converts them into a serial stream of individual bits. These are sent sequentially down a single circuit in a carefully agreed manner. At the other end another UART does the reverse transformation. 

Modems

The 8250 will operate up to a speed of 19.2Kbps (kilo bits per second) which is much slower than most modern modems which can operate at 56Kbps or higher. If you have an older PC, then check what UART chip you have in it, and attached to the PC's serial port. This should not be a problem with Pentium machines (they all have 16550 chips). You can use MSD.EXE, a DOS 6.2 program by Microsoft (Microsoft Diagnostics). Run the program, when it operates press "C" for COM ports, and look at the UART type number. 

RS-232C

Short for recommended standard-232C, a standard interface approved by the Electronic Industries Association  (EIA) for connecting serial devices. In 1987, the EIA released a new version of the standard and changed the name to EIA-232-D. And in 1991, the EIA teamed up with Telecommunications Industry association (TIA) and issued a new version of the standard called EIA/TIA-232-E. Many people, however, still refer to the standard as RS-232C, or just RS-232. 

Almost all modems conform to the EIA-232 standard and most personal computers have an EIA-232 port for connecting a modem or other device. In addition to modems, many display screens, mice, and serial printers are designed to connect to a EIA-232 port. In EIA-232 parlance, the device that connects to the interface is called a Data Communications Equipment (DCE) and the device to which it connects (e.g., the computer) is called a Data Terminal Equipment (DTE). 

The EIA-232 standard supports two types of connectors -- a 25-pin D-type connector (DB-25) and a 9-pin D-type connector (DB-9). The type of serial communications used by PCs requires only 9 pins so either type of connector will work equally well. 

Although EIA-232 is still the most common standard for serial communication, the EIA has recently defined successors to EIA-232 called RS-422 and RS-423. The new standards are backward compatible so that RS-232 devices can connect to an RS-422 port.

· RS-232 - signals over distances up to 15M at speeds up to 19.2Kbps. Used by the PC for COM1, COM2, COM3, and COM4. 

· RS-422 - longer distance, but up to 10Mbps 

· RS-423 - longer distance, up to 100Kbps (BBC B) 

· RS-449 - longer distance, up to 2Mbps 

All of these use different numbers of connection wires, up to a maximum of 25, the number of pins on a "D plug". The common subset of wires used for RS232C (the C was added in 1987 with some electrical specifications) uses pins 1 to 8, and 20. If two PCs are not on a network then it is possible to connect them via the COMs ports, a program called Kermit can still be obtained (look at HENSA for example). the set up the following simple 3-wire connection :


2 2

3 3

4 4

5 5

7



7

Computer  1 





Computer  2

 (DTE)






 (DTE)

the numbers are the pin numbers in the 25-pin D-plug. TXD is the transmit signal, RXD is the receive signal, SG refers to signal ground. The connection is often call a 'null' modem connection, note that the connecting wires are crossed, 2 to 3, and 3 to 2. If such a connection does not work properly the commonest check to make is to swap the connections 2 and 3.
You can connect two Ethernet cards on PCs in this fashion, and the same wire crossing may apply. 

Common devices found on the serial port of the PC are printers, plotters, modems, remote instruments, the serial mouse, bar code readers, electronic tills and a lot of remote monitoring and sensing equipment. All of these will have a means of converting their signals into a serial data format for transmission, or of reading the serial format sent by the computer.

UART
Pronounced u-art, and short for universal asynchronous receiver-transmitter, the UART is a computer component that handles asynchronous serial communication. Every computer contains a UART to manage the serial ports, and all internal modems have their own UART. 

As modems have become increasingly fast, the UART has come under greater scrutiny as the cause of transmission bottlenecks. If you are purchasing a fast external modem, make sure that the computer's UART can handle the modem's maximum transmission rate. The newer 16550 UART contains a 16-byte buffer, enabling it to support higher transmission rates than the older 8250 UART. 

Synchronous
Occurring at regular intervals. The opposite of synchronous is asynchronous. Most communication between computers and devices is asynchronous -- it can occur at any time and at irregular intervals. Communication within a computer, however, is usually synchronous and is governed by the microprocessor clock. Signals along the bus, for example, can occur only at specific points in the clock cycle. 

Asynchronous

Not synchronized; that is, not occurring at predetermined or regular intervals. The term asynchronous is usually used to describe communications in which data can be transmitted intermittently rather than in a steady stream. For example, a telephone conversation is asynchronous because both parties can talk whenever they like. If the communication were synchronous, each party would be required to wait a specified interval before speaking. 

The difficulty with asynchronous communications is that the receiver must have a way to distinguish between valid data and noise. In computer communications, this is usually accomplished through a special start bit and stop bit at the beginning and end of each piece of data. For this reason, asynchronous communication is sometimes called start-stop transmission. 

Most communications between computers and devices are asynchronous. 

RS-422 and RS-423

Standard interfaces approved by the Electronic Industries Association (EIA) for connecting serial devices. The RS-422 and RS-423 standards are designed to replace the older RS-232 standard because they support higher data rates and greater immunity to electrical interference. All Apple Macintosh computers contain an RS-422 port that can also be used for RS-232C communication. 

RS-422 supports multi-point connections whereas RS-423 supports only point-to-point connections. 

Baud rate:

Baud was the prevalent measure for data transmission speed until replaced by a more accurate term, bits per second (bits per second). One baud is one electronic state change per second. Since a single state change can involve more than a single bit of data, the bps unit of measurement has replaced it as a better expression of data transmission speed. 

The measure was named after a French engineer, Jean-Maurice-Emile Baudot. It was first used to measure the speed of telegraph transmissions.

Parallel Processing 

The simultaneous use of more than one CPU to execute a program. Ideally, parallel processing makes a program run faster because there are more engines (CPUs) running it. In practice, it is often difficult to divide a program in such a way that separate CPUs can execute different portions without interfering with each other. 

Most computers have just one CPU, but some models have several. There are even computers with thousands of CPUs. With single-CPU computers, it is possible to perform parallel processing by connecting the computers in a network. However, this type of parallel processing requires very sophisticated software called distributed processing software. 

Note that parallel processing differs from multitasking, in which a single CPU executes several programs at once. 

Parallel processing is also called parallel computing. 
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In the earliest computers, only one program ran at a time. A computation-intensive program that took one hour to run and a tape copying program that took one hour to run would take a total of two hours to run. An early form of parallel processing allowed the interleaved execution of both programs together. The computer would start an I/O operation, and while it was waiting for the operation to complete, it would execute the processor-intensive program. The total execution time for the two jobs would be a little over one hour. 

The next improvement was multiprogramming. In a multiprogramming system, multiple programs submitted by users were each allowed to use the processor for a short time. Then the operating system would allow the next program to use the processor for a short time, and so on. To users it appeared that all of the programs were executing at the same time. Problems of resource contention first arose in these systems. Explicit requests for resources led to the problem of deadlock. Competition for resources on machines with no tie-breaking instructions lead to critical section routine. 

Vector processing was another attempt to increase performance by doing more than one thing at a time. In this case, capabilities were added to machines to allow a single instruction to add (or subtract, or multiply, or ...) two arrays of numbers. This was valuable in certain engineering applications where data naturally occurred in the form of vectors or matrices. In applications with less well-formed data, vector processing was not so valuable. 

The next step in parallel processing was the introduction of multiprocessing. In these systems, two or more processors shared the work to be done. The earliest versions had a master/slave configuration. One processor (the master) was programmed to be responsible for all of the work in the system; the other (the slave) performed only those tasks it was assigned by the master. This arrangement was necessary because it was not then understood how to program the machines so they could cooperate in managing the resources of the system. 

Solving these problems led to symmetric multiprocessing systems (SMP). In an SMP system, each processor is equally capable and responsible for managing the flow of work through the system. Initially, the goal was to make SMP systems appear to programmers to be exactly the same as single processor, multiprogramming systems. (This standard of behavior is known as sequential consistency). However, engineers found that system performance could be increased by someplace in the range of 10-20% by executing some instructions out of order and requiring programmers to deal with the increased complexity. (The problem can become visible only when two or more programs simultaneously read and write the same operands; thus the burden of dealing with the increased complexity falls on only a very few programmers and then only in very specialized circumstances.) The question of how SMP machines should behave on shared data is not yet resolved. 

As the number of processors in SMP systems increases, the time it takes for data to propagate from one part of the system to all other parts grows also. When the number of processors is somewhere in the range of several dozen, the performance benefit of adding more processors to the system is too small to justify the additional expense. To get around the problem of long propagation times, message passing systems were created. In these systems, programs that share data send messages to each other to announce that particular operands have been assigned a new value. Instead of a broadcast of an operand's new value to all parts of a system, the new value is communicated only to those programs which need to know the new value. Instead of a shared memory, there is a network to support the transfer of messages between programs. This simplification allows hundreds, even thousands, of processors to work together efficiently in one system. (In the vernacular of systems architecture, these systems "scalability well.") Hence such systems have been given the name of massively parallel processing (massively parallel processing) systems. 

The most successful MPP applications have been for problems that can be broken down into many separate, independent operations on vast quantities of data. In data mining, there is a need to perform multiple searches of a static database. In artificial intelligence, there is the need to analyze multiple alternatives, as in a chess game. Often MPP systems are structured as clusters of processors. Within each cluster the processors interact as in a SMP system. It is only between the clusters that messages are passed. Because operands may be addressed either via messages or via memory addresses, some MPP systems are called NUMA machines, for Non-Uniform Memory Addressing. 

SMP machines are relatively simple to program; MPP machines are not. SMP machines do well on all types of problems, providing the amount of data involved is not too large. For certain problems, such as data mining of vast data bases, only MPP systems will serve.

Symmetric Multiprocessing

SMP (symmetric multiprocessing) is the processing of program by multiple processor that share a common operating system and memory. In symmetric (or "tightly coupled") multiprocessing, the processors share memory and the I/O bus or data path. A single copy of the operating system is in charge of all the processors. SMP, also known as a "shared everything" system, does not usually exceed 16 processors. 

SMP systems are considered better than MPP systems for online transaction processing (online transaction processing) in which many users access the same database in a relatively simple set of transactions. An advantage of SMP for this purpose is the ability to dynamically balance the workload among computers (and as a result serve more users faster). 

Massively Parallel Processing 

MPP (massively parallel processing) is the coordinated processing of a program by multiple processors that work on different parts of the program, using their own operating systems and memory. Typically, MPP processors communicate using some messaging interface. Up to 200 or more processors can work on the same application. An "interconnect" arrangement of data paths allows messages to be sent between processors. Typically, the setup for MPP is more complicated, requiring thought about how to partition a common database among processors and how to assign work among the processors. An MPP system is also known as a "loosely coupled" or "shared nothing" system. 

MPP systems are considered better than SMP systems for applications that allow a number of databases to be searched in parallel. These include decision support system and data warehouse applications.

Interrupt

 A signal informing a program that an event has occurred. When a program receives an interrupt signal, it takes a

specified action (which can be to ignore the signal). Interrupt signals can cause a program to suspend itself

temporarily to service the interrupt.

Interrupt signals can come from a variety of sources. For example, every keystroke generates an interrupt signal.

Interrupts can also be generated by other devices, such as a printer, to indicate that some event has occurred. These

are called hardware interrupts. Interrupt signals initiated by programs are called software interrupts. A software

interrupt is also called a trap or an exception.

PCs support 256 types of software interrupts and 15 hardware interrupts. Each type of software interrupt is

associated with an interrupt handler -- a routine that takes control when the interrupt occurs. For example, when

you press a key on your keyboard, this triggers a specific interrupt handler. The complete list of interrupts and

associated interrupt handlers is stored in a table called the interrupt vector table, which resides in the first 1 K of

addressable memory.

Interrupt vector table

A table of interrupt vectors (pointers to routines that handle interrupts). On PCs, the interrupt vector table consists

of 256 4-byte pointers, and resides in the first 1 K of addressable memory. Each interrupt number is reserved for a

specific purpose. For example, 16 of the vectors are reserved for the 16 IRQ lines.

An interrupt vector table is also called a dispatch table.

IRQ

Abbreviation of interrupt request line, and pronounced I-R-Q. IRQs are hardware lines over which devices can

send interrupt signals to the microprocessor. When you add a new device to a PC, you sometimes need to set its

IRQ number by setting a DIP switch. This specifies which interrupt line the device may use. IRQ conflicts used to

be a common problem when adding expansion boards, but the Plug-and-Play specification has removed this

headache in most cases.

Microprocessor

A silicon chip that contains a CPU. In the world of personal computers, the terms microprocessor and CPU are

used interchangeably. At the heart of all personal computers and most workstations sits a microprocessor.

Microprocessors also control the logic of almost all digital devices, from clock radios to fuel-injection systems for automobiles.

Three basic characteristics differentiate microprocessors:

Instruction set: The set of instructions that the microprocessor can execute.

Bandwidth : The number of bits processed in a single instruction.

The amount of data that can be transmitted in a fixed amount of time. For digital devices, the bandwidth is usually expressed in bits per second(bps) or bytes per second. For analog devices, the bandwidth is expressed in cycles per second, or Hertz (Hz). 

                 The bandwidth is particularly important for I/O devices. For example, a fast disk drive can be hampered by a bus with a low bandwidth. This is the main reason that new buses, such as AGP, have been developed for the PC. 

clock speed : Given in megahertz (MHz), the clock speed determines how many instructions per second the processor can execute.  Also called clock rate, the speed at which a microprocessor executes instructions. Every computer contains an  internal clock that regulates the rate at which instructions are executed and synchronizes all the various computer components. The CPU requires a fixed number of clock ticks (or clock cycles) to execute each instruction. The  faster the clock, the more instructions the CPU can execute per second. 

Clock speeds are expressed in megahertz (MHz), 1 MHz being equal to 1 million cycles per second. The CPUs of  Personal computers have clock speeds of anywhere from 33 MHz to over 300 MHz. 

                 The internal architecture of a CPU has as much to do with a CPU's performance as the clock speed, so two CPUs

                 with the same clock speed will not necessarily perform equally. Whereas an Intel 80286 microprocessor requires

                 20 cycles to multiply two numbers, an Intel 80486 or later processor can perform the same calculation in a single

                 clock tick. (Note that clock tick here refers to the system's clock, which runs at 66 MHz for all PCs.) These newer

                 processors, therefore, would be 20 times faster than the older processors even if their clock speeds were the same.

                 In addition, some microprocessors are superscalar, which means that they can execute more than one instruction

                 per clock cycle. 

                 Like CPUs, expansion buses also have clock speeds. Ideally, the CPU clock speed and the bus clock speed

                 should be the same so that neither component slows down the other. In practice, the bus clock speed is often

                 slower than the CPU clock speed, which creates a bottleneck. This is why new local buses, such as AGP, have

                 been developed. 

In both cases, the higher the value, the more powerful the CPU. For example, a 32-bit microprocessor that runs at 50MHz is more powerful than a 16-bit microprocessor that runs at 25MHz.

In addition to bandwidth and clock speed, microprocessors are classified as being either RISC (reduced instruction set computer) or CISC (complex instruction set computer).

Superscalar  Refers to microprocessor architectures that enable more than one instruction to be executed per clock cycle. Nearly all modern microprocessors, including the Pentium, PowerPC, Alpha, and SPARC microprocessors are superscalar. 

http://dir.yahoo.com/Computers_and_Internet/Hardware/Components/Microprocessors/
http://dir.yahoo.com/Computers_and_Internet/Hardware/Components/Microprocessors/x86__IA_32_/
An interrupt is a signal from a device attached to a computer or from a program within the computer that causes the

main program that operates the computer (the operating system) to stop and figure out what to do next. Almost all

personal (or larger) computers today are interrupt-driven - that is, they start down the list of computer instructions

in one program (perhaps an application such as a word processor) and keep running the instructions until either (A)

they can't go any further or (B) an interrupt signal is sensed. After the interrupt signal is sensed, the computer either

resumes running the program it was running or begins running another program. 

Basically, a single computer can perform only one computer instruction at a time. But, because it can be interrupted, it can take turns in

which programs or sets of instructions that it performs. This is known as multitasking. It allows the user to do a number of different

things at the same time. The computer simply takes turns managing the programs that the user effectively starts. Of course, the computer

operates at speeds that make it seem as though all of the user's tasks are being performed at the same time. (The computer's operating

system is good at using little pauses in operations and user think time to work on other programs.) 

An operating system usually has some code that is called an interrupt handler. The interrupt handler prioritizes the interrupts and saves

them in a queue if more than one is waiting to be handled. The operating system has another little program, sometimes called a

scheduler, that figures out which program to give control to next. 

An interrupt request (IRQ) will have a value associated with it that identifies it as a particular device.

IRQ (interrupt request) 

The IRQ (interrupt request) value is an assigned location where the computer can expect a particular device to

interrupt it when the device sends the computer signals about its operation. For example, when a printer has

finished printing, it sends an interrupt signal to the computer. The signal momentarily interrupts the computer so that

it can decide what processing to do next. Since multiple signals to the computer on the same interrupt line might not

be understood by the computer, a unique value must be specified for each device and its path to the computer.

Prior to Plug-and Play (PnP) devices, users often had to set IRQ (interrupt request) values manually (or be aware

of them) when adding a new device to a computer. 

If you add a device that does not support Pnp, the manufacturer will hopefully provide explicit directions on how to assign IRQ values for

it. If you don't know what IRQ value to specify, you'll probably save time by calling the technical support phone number for the device

manufacturer and asking.

Plug-and-Play (PnP) 

Plug-and-Play (PnP) is a standard that gives computer users the ability to plug a device into a computer and have

the computer recognize that the device is there. The user doesn't have to tell the computer. While this is not a new

capability, operating systems have traditionally needed to have any variable machine configuration (including the

attachment of additional devices) defined to them by a user. Microsoft has made "Plug-and-Play" a selling point for

its latest Windows operating systems. (A similar capability has long been built into Macintosh computers.) 

The 8086 Family
The 8086 was one of the first 16 bit microprocessors . It was introduced in 1979 as a successor to the 8-bit 8080. The chip contained the equivalent of about 30,000 transistors, and it could execute about 0.25-0.3 MIPS. All the internal registers were 16-bits. It had a 20 bit address bus, which allowed a 1Mbyte address range. Since the registers were only 16 bits, this meant a segmented memory system was used, where a memory address was formed by adding a base address to a segment address.

To allow access to a megabyte the segment address was offset 4 bits to the left. There were 4 segment registers which meant a program could directly access 64K segments at any one time. This made programming the 8086 rather awkward, particularly if data structures of code were larger than 64K bytes.

The 8086 was rapidly followed by the 8088 - an 8086 but with 8-bit data bus. The chip could well have fallen into obscurity and been eclipsed by the architecturally more elegant Motorola 68000 microprocessor if it hadn't been for the IBM PC.

The 8086 was followed in 1982 by the 80186, which was almost the same as the 8086, but had some extra on chip peripheral facilities and some extra instructions. At the same time the 80286 was introduced which had memory management circuitry instead of the peripheral features. The 80186 was not widely used. The 80286 contained the equivalent of about 125,000 transistors and was rated at about 2 MIPS. It had an address range of 16M bytes.

In 1985 Intel produced the 80386, which was a significant advance over the 8086 and 80286. It was Intel's first 32 bit microprocessor. By means of clever design, it retained compatibility with  the 8086 and the 80286. It contained the equivalent of 270,000 transistors and was rated at about 5 MIPS. It had 32 bit address and 32 bit data buses, which gave it an address range of  4G bytes. It had on chip virtual memory management with the option of a paged, a segmented memory, both or none. The virtual address space was 64 Tetra Bytes (246 ).

The next development was the 80486, which was a 386 with a built in maths coprocessor, and an on chip cache memory of 8K bytes. It had a faster instruction pipeline than the 386, which allowed it to execute instructions 3-5 times faster. The chip contained about 1.2 Million transistors and ran at about 10 MIPS. The address was the same as the 386.

The Pentium processor is also in the 8086 family. Introduced in 1993, its performance is a significant improvement over that of the 80486. The Pentium has 3 Million transistors and its computational power is over twice that of the 80486 on integer-intensive benchmark programs and about five times that of the 486 on floating point-intensive benchmark program.

The Pentium processor is a CISC architecture that achieves high performance by using many of the organisational features present in RISC processors, as is done in the 486 to a lesser extent. In particular,  split on-chip caches of 8K bytes each are used for instruction and data. This superscalar  processor, supported by  multiple, pipelined operation units, can issue two instructions per clock cycle. A 64-bit-wide external data bus allows caches to be rapidly loaded from main memory. The caches are two-way associative, with 32-byte blocks. Three independent, pipelined, operational units are included - two for integer operations and one for floating-point operations. Each integer pipeline is five stages deep, and each floating-point unit has eight stages.

 The Pentium Pro, released in 1995, was designed for PC servers and workstation that needed to serve multiple users or needed the speed required for graphics-intensive applications. In addition to the microprocessor, the Pentium Pro includes another microchip containing cache memory that, being closer to the processor than the computer's main memory (random access

memory), speeds up computer operation. The Pentium Pro contains 5.5 million transistors.

The Pentium II is a Pentium Pro with Intel's MMX technology included. It comes in microprocessor clock speeds of 233 MHz (millions of cycles per second), 266 MHz, and 300 MHz. It's suitable for applications that include motion video and 3-D images. Among the Pentium II's features are a 512 KB (kilobyte) level-two (L1 and L2) memory cache and a 32 KB L1 and L2 cache, twice that of the Pentium Pro processor. The L2 cache can include error correcting code (ECC). 

 Other versions of Pentium II are Celeron, a low-end Pentium without the L2 cache, and Xeon, a high-end Pentium that replaces the Pentium Pro for enterprise server and workstation computers.

The Intel Pentium III, aimed as a powerful successor to the high-performing Pentium II, introduced in  February  1999  with 9.5 million  transistor on board.

At speeds of up to 500 and 450MHz, it is Intel's most advanced , most powerful processor for desktop PCs, two-way servers and workstations  (the latest version has a clock speed of 850MHz).. The Pentium III integrates the best features of the Pentium pro - Dynamic execution performance, a multi-transaction system bus, and Intel MMX media enhancement technology.  The Pentium III executes internet Streaming SIMD Extensions for enhance floating point  and 3-D application performance. 

Other features: L2 cache: 512KB, System Bus speed 100MHz,  System Bus width 64 bit, Addressable memory 64GBytes.

 The Pentium III is faster than it predecessors, especially for applications written to take advantage of its "Katmai New Instructions" (the code name for the Pentium III during development was "Katmai"). The 70 new computer instruction make it possible to run 3-D, imaging, streaming video, speech recognition, and audio applications more quickly . In addition, the Pentium III offers clock speed up to 800 MHz.  The Katmai New Instructions are similar to the instructions optimized for multimedia applications called MMX and now included in most Pentiums. However, unlike the MMX instruction set, the Katmai instructions support floating point unit as well as integer

 calculations, a type of calculation often required when still or video images are modified for display. The Katmai instructions also

 support Single Instruction Multiple Data (single instruction, multiple data) instructions. These allow a single instruction to cause

 data to be modified in multiple memory locations simultaneously, a kind of parallel processing. 

 For 3-D applications, changing values in parallel for a given 3-D scene means that users can see smoother and more realistic effects. Application developers can create effects that the slower instructions could not support, such as scenes with subtle and complex lighting. Animated effects and streaming video should also be less choppy for the viewer. The new instructions also specifically include some that will make speech recognition faster and more accurate and allow the creation of more complex audio effects. 

http://www.intel.com/home/prodserv/pentiumiii/prodinfo.htm?iid=update+001031&
http://www.pcguide.com/ref/cpu/fam/index.htm
http://webopedia.internet.com/TERM/I/Intel_microprocessors.html
Hypercubes 

Recall (from previous hand out): Parallel processing/computing is the simultaneous use of more than one CPU to execute a program....  

Most computers have just one CPU, but some models have several. There are even computers with thousands of CPUs. With single-CPU computers, it is possible to perform parallel processing by connecting the computers in a network, with different network topologies. The biggest problem in some topologies, such as grid-based systems, is the message delay. An efficient topology in which message delay does not grow proportionally is the Hypercubes (n-cube), where 2n processors are connected in an n-dimensional cube.

For an 8 processor system n = 3, i.e. a cube with a complete processing unit at each node with the ability to communicate with other units.





Wormhole routing, a method used in hypercubes systems, for efficient message passing (which has also been referred to as pipelining ), in which the sequence of flits that constitute a packet can be viewed as a worm that moves through the network. The first flit in a worm contains the header that include the address of the destination node. As this flit moves through the network, it establishes a path along which the remaining flits will pass. The tail of the worm closes the established path. In another word, if a message is travelling from A through B onto C, as soon as the head of the message gets to B, it is immediately started on its way to C, even before the entire message arrives at B. In effect, this is a form of pipelining, and it greatly  reduces the transit time for messages that have to make many hops. 

Cache Coherence
In a shared memory multiprocessing with a separate cache memory for each processor, it is possible to have many copies of any one instruction operand: one copy in the main memory and one in each cache memory. When one copy of an operand is changed, the other copies of the operand must be changed also. Cache coherence is the discipline that ensures that changes in the values of shared operands are propagated throughout the system in a timely fashion. 

There are three distinct levels of cache coherence: 

1. Every write operation appears to occur instantaneously. 

2. All processes see exactly the same sequence of changes of values for each separate operand. 

3. Different processes may see an operand assume different sequences of values. (This is considered non-coherent behavior.) 

In both level 2 behavior and level 3 behavior, a program can observe stale data. Recently, computer designers have come to realize that the programming discipline required to deal with level 2 behavior is sufficient to deal also with level 3 behavior. Therefore, at some point only level 1 and level 3 behavior will be seen in machines.

Stale Data

In computer processing, if a processor changes the value of an operand and then, at a subsequent time, fetches the operand and obtains the old rather than the new value of the operand, then it is said to have seen stale data. 

On a uni-processor, stale data cannot be tolerated. It would mean that the processor violated fundamental expectations about its own behavior. On shared memory multiprocessors, however, it is considered acceptable for machines to generate stale data on operands shared between processes. For such operands, the expectation is that programs will take precautions (atomic instructions or critical section routine) to prevent stale data from being seen.
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