The Java Primitive Data Types

Introduction

There are eight primitive data types in Java. Five of these represent numerical types of varying range and precision namely double, float, int, long, and short. Unlike some languages, Java is completely prescriptive about the sizes and value ranges of its primitive types. This is crucial for the portability of programs i.e. the property that they will run identically on different types of computers. Values of these types occupy between 2 and 8 bytes of memory.  

The remaining three primitive types are used to representing single-bit values (boolean), single byte values (byte), and 2-byte characters from the ISO Unicode character set (char).  These data types allow the efficient representation and implementation of simple valued data. 
The next few sections illustrate some of the characteristics of each of these types. It is possible to convert (cast) between values of different primitive types. 

The boolean Type

The boolean type is used to represent a state that can only be either true or false. As such, its value requires only a single binary digit of memory. 
An uninitialised Boolean attribute is given an initial value of false by default. Expressions that yield a Boolean value are commonly used to control the flow of execution through a sequence of statements. They are used as conditions for if-statements and looping statements.

The Integer Types

The byte short, int, and long types are integer (whole number) types able to store both positive and negative values. There is no unsigned type in Java. 
Uninitialised attributes of integer types have an initial value of 0 by default.

Integer Ranges

Their size and ranges are as follows:

· byte  occupies 1 byte and can store values in the range -128 to 127
· short occupies 2 bytes and can store values in the range - 32768 to 32767. 

· int occupies 4 bytes and can store values in the range -2147483648 to 2147483647.

· long occupies 8 bytes and can store values in the range -9223372036854775808 to 9223372036854775807.

Notice that all of these types have a negative limit that is one more than their positive limit. The different types could be used as follows:

· For objects needing to represent relatively small values-the numbers of cards in a player‘s hand, channels on a TV set, people in an organization, ships in a harbour, and so on-the short type would be more than adequate.

· Numbers likely to be in the tens of thousands and small billions should be stored in items of type int populations of European countries, number of aphids in a field of barley, number of positions analyzed per second by a PC-based chess program.

· For larger whole-number quantities, the long type should be used-elapsed time in milliseconds, total world population, the total number of positions analyzed in a game of chess by a world champion level chess program.
Despite the large range of the short type, the int type is more commonly used, except where the wider range of long is required.

Integer Literals

A literal integer value written as a string of digits will be assumed to be of type int, by default. 
A long literal is indicated by adding an L or 1 suffix to the digits, such as 20000000000L. The upper case suffix is to be preferred, to avoid confusion of 1 with the digit 1. There is no distinct notation for byte or short literals, so an int literal value within the appropriate range may be assigned to a short or byte variable without a cast. 
An integer literal with 0 as its first digit is taken as an octal value and one with Ox or ox as its first two characters is taken as a hexadecimal value.
The Floating Point Types

The floating point types are used to represent values from the set of real numbers, numbers with an integer and a fractional part. Java uses the IEEE 754-1985[Ins85] standard for representing floating point numbers and performing calculations using these types. 
Uninitialised attributes of these types are given an initial value of 0.0 by default.

Floating Point Ranges

The size and ranges of these types are as follows:

· float occupies 4 bytes and can store positive and negative values in range 1. 4E-45 to 3. 4028235E38.

· double occupies 8 bytes and can store positive and negative values in range4.9E-324to1.7976931348623157E308.

Either should be used where a fractional part may be needed-to represent a value that is not a whole number. For instance, the 100 metre athletics world record time in seconds, the mean mark obtained by all students taking an assignment (the individual marks might be whole numbers but the mean is probably a real number), the number of light years to the nearest galaxy. They should also be used for whole numbers that are too large to store in an item of type long, although neither is able to exactly represent the full set of long values, even though the number ranges of both larger.
Floating Point Literals

A literal floating point value will be assumed to be of type double by default literal value within the range for the float type may not be assigned to a float variable without a cast. 
A float literal is indicated by adding an F or f suffix to the literal, such as 100.45F. 
An explicit D or d suffix may be used to type a literal as a double, but this is rarely done. Floating point literals may be written using exponent notation, which includes an upper or lowercase e character, such as 1.0045e3. Because the double type can store values which are both bigger and more precisely represented than the float type, applications should probably always use double in preference to float, where the extra space requirements do not prohibit this, although better precision is generally more important than conserving space.  The double type is also the default real type used by other parts of the language, as with type int. Programmers will almost always use double for real numbers.

It is worth noting that some numbers cannot be exactly represented in either the double or the float types-numbers such as pi, l/3, and the square root of 2. Their values can only be approximated using the primitive real data types, either because they have an infinite number of decimal places or simply because the primitive data types have only a limited precision.

The Byte Type

The byte type occupies a single byte, and is able to hold values in the range -128 to +127. 
Uninitialised attributes of the byte type have an initial value of 0 by default. 
A byte variable could be used to represent ordinary small whole numbers - the numbers of letters in the alphabet, tracks on a CD, marks deducted from an assignment for being late. More frequently, byte is used to represent the raw binary value of an item of data being processed by a program from an external source, such as an encrypted message passed across a network, or the compressed version of a data file.
The Char Type

The char type occupies two bytes and is used to hold 16-bit representations of characters from the ISO Unicode character set.
Uninitialised attributes of the char type have an initial value of ‘\u0000’   by default.
For those used to writing programs assuming 7 -bit ASCII character values, this can make life more complicated than they anticipate it might be. For instance, as well as being able to represent the familiar Latin-based alphabet of the English language, Unicode also allows scripts such as Arabic, Hebrew, Cyrillic, Thai, and so on, to be used.
Character literals

Literal values of type char are written between a pair of single ‘‘quote characters (‘), for instance, ‘A’, ‘q’, ’8’. The same character is used in both positions. It is important to distinguish between a single digit integer literal, such as 5, and the similar looking character literal ‘5’. The former represents a 32-bit integer value of type int and the latter is a 16-bit value of type char, with an underlying value drawn from the Unicode character set (it has an equivalent integer value of 53).
Escape Sequences

Some characters are difficult to represent as a single character written between quotes and escape sequences exist to make them easier to identify. An escape sequence consists of a backslash character (\) followed by a single character. For instance, a new-line is represented as ‘\n’, a tab character as ‘\t’   and a carriage return as ‘\r’. It is important to have symbolic values for some characters as their external representation might differ from one operating system to another-this is particularly true of line termination. Escape sequences are also available for representing a single quote character (‘\’’) and backslash itself (‘\ \’).
Octal Character literals

A character with a Unicode value in the range 0-255 may be represented by an octal character constant of the form ‘\ddd’, where up to three octal digits specify the character’s value. Unlike the numeric literals, the number will be interpreted as an octal value without an initial zero digit, so the character constant ‘\7’ represents a bell character on some systems and ‘\65’ is another way of writing the more straightforward ‘5’. Octal character constants are insufficient for representing the full range of the 16-bit Unicode character set, so an escape sequence starting with \u indicates a Unicode character value. The value of the character is given using exactly four hexadecimal digits, so ‘\u0035’   represents the character ‘5’   (3 x 16 + 5) and ‘\u007a’ represents the character ‘z’ (decimal 122).
String Literals

Strings are NOT primitive data types.  String is a Java class.  String literals are simple to incorporate into output statements in programs and extremely useful.

A String literal is enclosed inside double quotation marks (“This is a string literal”).
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